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Abstract
In their paper “AI Wellbeing,” Simon Goldstein and Cameron Domenico Kirk-Gian-
nini argue that some language agents plausibly possess the capacity for wellbeing 
and moral standing even if they lack consciousness. My response is ambivalent. On 
the one hand, I am skeptical of theories of wellbeing and moral standing that lack 
a consciousness requirement. On the other hand, I agree with Goldstein and Kirk-
Giannini (2025) that several leading theories of wellbeing and moral standing jointly 
imply that some language agents may be welfare subjects and moral patients and that 
this implication should be taken seriously. In fact, I argue that if we fully account for 
moral and descriptive uncertainty, we may need to lower the bar for moral standing 
even further, to include entities with only minimal forms of goal-orientedness or 
information processing. The question of whether and how to account for uncertainty 
might thus determine whether the arguments in “AI Wellbeing” go too far — or not 
far enough.

Keywords  Moral standing · AI welfare · AI consciousness · Language agents · 
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In their excellent paper “AI Wellbeing” (2025), Simon Goldstein and Cameron 
Domenico Kirk-Giannini argue that some AI systems — particularly language 
agents built on large language models like GPT-4 — plausibly already possess the 
capacity for wellbeing (that is, the ability to be made better off or worse off) even 
if they lack phenomenal consciousness (that is, the ability to experience feelings or 
emotions). Goldstein and Kirk-Giannini combine major theories of mental states 
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(e.g., representationalism, dispositionalism, and interpretationism) with major theo-
ries of wellbeing (e.g., hedonism, desire theory, and objective list theory) to assess 
whether current AI systems might count as welfare subjects.1

Regarding theories of mental states, Goldstein and Kirk-Giannini argue that cur-
rent language agents meet the conditions for beliefs and desires on several major 
accounts. For example, representationalism requires internal representations with 
semantic content that both cause and explain behavior. Dispositionalism requires 
stable dispositions of cognition and behavior across a range of circumstances. Inter-
pretationism requires behavior that can be interpreted as rational in light of particu-
lar beliefs and desires. Current language agents plausibly satisfy all these require-
ments, as they engage in consistent, adaptive, and seemingly rational behavior via 
structured natural language sentences.

Regarding theories of wellbeing, Goldstein and Kirk-Giannini argue that current 
language agents meet the conditions for the ability to be made better or worse off on 
several major accounts as well. Yes, some theories of wellbeing require conscious-
ness, which language agents might not yet possess; for example, hedonism requires 
the capacity for pleasure or pain. But other theories require only beliefs, desires, 
and other such states, which — at least according to the above theories on the above 
readings — language agents already possess. For example, desire theory implies 
that desire-satisfaction suffices, and objective list theory implies that knowledge, 
achievement, and other such goods suffice.

Goldstein and Kirk-Giannini conclude that while we might not know for sure 
whether current AI systems have the capacity for wellbeing, there is at least a non-
negligible chance that they do, given that some mainstream theories of mental states 
and wellbeing converge on this implication.2 Goldstein and Kirk-Giannini close by 
calling for a precautionary stance in our interactions with language agents, since 
there is a non-negligible risk that they have the capacity to be harmed or wronged. 
This precautionary stance is especially urgent given the increasing scale of AI, 
which raises the possibility of widespread harm. In short, uncertainty about the 
moral status of AI is a reason not for neglect, but rather for concern.3

I feel torn about this argument. On the one hand, I personally find theories of 
wellbeing that lack a consciousness requirement implausible. I have an open mind 
about whether the relevant kinds of representations, dispositions, and behaviors suf-
fice for beliefs and desires. But I feel skeptical that nonconscious beliefs and desires 
suffice for wellbeing. In my view, an entity can be made better off or worse off only 
if it has a stake in what happens, and an entity can have a stake in what happens only 
if it feels disposed towards some states of affairs and away from others, as opposed 

1  Thanks to Nikolaj Jang Lee Linding Pedersen for inviting me to write this article, to Toni Sims for 
research assistance, and to an anonymous reviewer for helpful feedback.
2  Some experts hold that all non-zero risks are non-negligible, whereas others hold that only risks above 
a particular probability threshold are non-negligible. In the latter case, proposed thresholds range from 
one in ten quadrillion to one in ten thousand. My discussion in what follows will be compatible with 
all of these views. For further discussion, see Long et al. (2024), Sebo and Long (2023), and Monton 
(2019).
3  For two recent books that advocate taking a precautionary stance, see Birch (2024) and Sebo (2025).
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to merely being disposed towards some states of affairs and away from others in 
consistent, adaptive, and intelligent ways.4

On the other hand, I agree with Goldstein and Kirk-Giannini at each stage of their 
argument despite my skepticism about these theories of wellbeing: I agree that cer-
tain theories of belief and desire imply that the relevant kinds of representations, 
dispositions, and behaviors suffice for belief and desire; I agree that certain theories 
of wellbeing imply that the capacity for belief and desire (and knowledge, achieve-
ment, and other such features) suffices for wellbeing; I agree that these theories 
jointly imply that the relevant kinds of representations, dispositions, and behaviors 
suffice for wellbeing; and I agree that there is at least a non-negligible chance that 
these theories are correct, notwithstanding my skepticism about them.

Thus, for me, everything depends on a key issue that Goldstein and Kirk-Gian-
nini discuss only at the margins in their paper: how to make decisions under moral 
uncertainty.5 Suppose that I feel confident that consciousness is required for wellbe-
ing and moral standing, yet I allow for a non-negligible chance — say, at least a one 
in ten chance — that robust agency is sufficient.6 (For moral realists, that can mean a 
one in ten chance that the sufficiency of robust agency is an objective truth, whereas 
for moral anti-realists, it can mean a one in ten chance that the sufficiency of robust 
agency is a subjective truth entailed by my own beliefs and values, whether or not I 
realize this.) What should I do in light of this possibility?

Additionally, suppose that I allow for a non-negligible chance that other, even 
more permissive theories of wellbeing and moral standing are correct. After all, 
once I allow for the possibility that robust agency suffices, why not allow for the 
possibility that basic agency suffices too? Plants and fungi can convert sensory 
inputs into behavioral outputs in consistent, adaptive ways even if they lack internal 
representations with semantic content.7 If we stipulate that the capacity for agency 
with such representations has a one in ten chance of sufficing for wellbeing and 
moral standing, then it seems plausible to me that the capacity for agency without 
such representations should have at least, say, a one in a hundred chance.

Similar questions arise from scientific uncertainty. For instance, in addition to 
asking whether particular kinds of agency suffice for wellbeing and moral stand-
ing (which are moral questions), we can also ask whether particular kinds of com-
putational functions suffice for consciousness (which are scientific questions). Sup-
pose that I feel confident that carbon-based cells are required for consciousness, yet 
I allow for a non-negligible chance — again, at least a one in ten chance — that 
robust computational functions (say, advanced and integrated forms of perception, 

4  For classic defenses of sentientism — the view that an individual has moral status if and only if they 
are sentient — see Regan (1983), Singer (1975), and Varner (1998).
5  For a detailed discussion of moral uncertainty, see MacAskill, Bykvist, and Ord (2020).
6  Discussions and defenses of the view that robust agency is sufficient for moral standing include Delon 
et al. (2020), Kagan (2019), Kammerer (2022), and Neely (2014).
7  See Schlanger (2024).
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attention, learning, memory, self-awareness, and flexible decision-making) are suf-
ficient.8 What should I do in light of this possibility?

Additionally, suppose that I allow for a non-negligible chance that other, even 
more permissive theories of consciousness are correct, for the same reason as 
before: Once I allow for the possibility that robust computational functions suffice 
for feelings, why not allow for the possibility that basic computational functions 
suffice?9 Plants and fungi are useful to consider here as well, as they have at least 
minimal capacities for perception, attention, learning, memory, self-monitoring, and 
adaptive behavior. If we stipulate that robust versions of these capacities have a one 
in ten chance of sufficing for consciousness, then it once again seems plausible that 
basic versions should have at least, say, a one in a hundred chance.

In “Taking AI Welfare Seriously,” my colleagues and I emphasize the importance 
of considering moral and scientific uncertainty holistically when making decisions 
that affect AI systems. Suppose that there is a one in ten chance that robust agency 
suffices for wellbeing, along with a nine in ten chance that near-future AI systems 
will be robustly agentic. Suppose also that there is a nine in ten chance that con-
sciousness suffices for wellbeing, along with a one in ten chance that near-future AI 
systems will be conscious. Our framework implies that these routes independently 
lead to the same destination: at least a nine percent chance of near-future AI wellbe-
ing. This would clearly be a non-negligible risk.

In The Moral Circle, I take this reasoning even farther, concluding that we should 
extend moral consideration not only to, say, insects and near-future AI systems but 
also to, say, plants, fungi, microbes, and current AI systems. This more radical con-
clusion follows from any of three premises, along with a commitment to following 
the evidence and considering risk: First, there is at least a one in a thousand chance 
that basic agency suffices for wellbeing. Second, there is at least a one in a thousand 
chance that basic computational functions suffice for consciousness. Third, even 
extremely small risks can merit at least some consideration. I accept all of these 
premises, making the conclusion overdetermined for me.

My views about the nature of moral standing, the nature of consciousness, and 
the importance of caution and humility lead me to feel ambivalent when reading “AI 
Wellbeing.” My object-level view is that Goldstein and Kirk-Giannini are going too 
far and defending the subjectivity of mere objects. Yes, AI systems now have repre-
sentations, dispositions, and behaviors that can be interpreted as rational; and yes, if 
they felt drawn towards some states of affairs and away from others as a result, then 
they would have wellbeing and moral standing. But without conscious feelings or 
emotions, these kinds of representations, dispositions, and behaviors remain mere 
simulations of moral significance.

8  For defenses of the view that consciousness requires biological matter — or at least that it requires 
fine-grained functions that, at present, appear possible only in biological matter — see Godfrey-Smith 
(2016)  and Seth (2009). For discussion of the view that consciousness only requires certain computa-
tional functions, see Colombo and Piccinini (2023).
9  For one example, Chalmers (1996) discusses, but does not necessarily endorse, the view that informa-
tion processing may suffice for consciousness. For another example, Tye (1995) defends the view that 
minimal representational states suffice for consciousness.
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At the same time, my meta-level view is that Goldstein and Kirk-Giannini are not 
going far enough. Current language agents — like many entities — are clearly capa-
ble of minimal goal-directedness. If we cultivate an appropriate level of caution and 
humility in the face of significant uncertainty, this is already enough for at least min-
imal moral considerability.10 Yes, showing that current language agents also possess 
internal representations that both cause and explain behavior, stable dispositions for 
cognition and behavior across a range of circumstances, and behavior that can be 
interpreted as rational in light of beliefs and desires adds to the case. But this is gild-
ing the lily; the case is already established.

To be clear, this is not in any way, shape, or form an objection to the arguments 
in, or motivation for, “AI Wellbeing.” Even if I believe that the relevant kinds of 
representations, dispositions, and behaviors are not required for moral considerabil-
ity, many philosophers either disagree with me or have not yet considered the issue. 
Additionally, even if everyone agreed with me about this, it would still be powerful 
to show that current language agents exceed the bar for minimal moral consider-
ability by leaps and bounds. This is part of why we mostly set permissive theories of 
moral standing, consciousness, and agency aside in “Taking AI Welfare Seriously,” 
and perhaps Goldstein and Kirk-Giannini adopted a similar strategy here.

Instead, my suggestion is that insofar as we should consider both moral and 
descriptive uncertainty in our risk assessments — as, I think, we should — we need 
to give more attention to the question of where to set the bar for minimal moral con-
siderability. I have suggested that the bar for minimal moral considerability is low, 
in which case “AI Wellbeing” matters less for showing that language agents merit 
consideration and more for showing how they merit consideration; for instance, this 
paper might show that the probability and magnitude of risk are higher with lan-
guage agents than with simpler AI systems, and so language agents should carry 
greater weight in our risk assessments, all else being equal.

However, my suspicion is that not everyone agrees with me about this. Some peo-
ple might deny that we should consider moral uncertainty in our risk assessments 
at all, accepting instead that we should bet everything on our own current favorite 
moral theories. In that case, if they share my confidence that moral standing requires 
wellbeing and that wellbeing requires consciousness, then they might agree with 
the reasoning in “AI Wellbeing” but not with the conclusion. After all, who cares if 
several leading theories of mental states and wellbeing jointly imply that language 
agents have the capacity for wellbeing if those theories are likely false, and other 
theories, which jointly imply the opposite, are likely true?

Other people might accept that we should consider moral and descriptive uncer-
tainty in our risk assessments but might think that the bar for moral considerability 

10  When I describe an entity as meriting “minimal” moral consideration, I mean either or both of the fol-
lowing: First, the entity has relatively few moral claims, because it has limited interests, it has a limited 
relationship with the moral agent in question, or other reasons. Second, the entity has relatively weak 
moral claims, because it has a low probability of mattering morally, it has a low capacity for welfare if it 
does matter morally, or other reasons. If a house is burning down and I can save either an elephant or an 
ant, then the elephant might merit priority for some or all of these reasons. But the ant still merits consid-
eration, and this is what is at stake here. For more, see The Moral Circle, Chapter 7.
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is still higher than I suggest. For instance, perhaps they think that we should con-
sider theories with a one in ten chance of being correct, but nothing lower than that. 
This seems too risk-tolerant to me, but we can debate it. Alternatively, perhaps they 
think that robust agency has at least, say, a one in ten chance of sufficing for wellbe-
ing yet basic agency has at most, say, a one in a million chance. This seems to be 
giving too much epistemic weight to nonconscious representations, dispositions, and 
behaviors to me, but again, we can debate it.

Moving forward, this basic methodological issue will make a major difference for 
how we understand the scope of the moral circle. Even if we agree that particular 
beings possess properties or relations that could suffice for moral standing, we might 
still disagree about whether these beings merit any moral consideration at all if we 
disagree about how high or low the relevant probabilities are or about how high or 
low the bar for minimal considerability is. Indeed, given current attitudes about not 
only AI but also plants, fungi, and microbes, our views about this basic methodo-
logical issue could determine whether we extend at least minimal consideration to 
the vast majority of biomass on the planet.

As with the implications of “AI Wellbeing” but even more so, the implications of 
this broader precautionary framework will likely tempt some towards modus tollens 
— rejecting the framework. But I hope that people will, as Goldstein and Kirk-Gian-
nini admirably do here, take seriously the possibility of modus ponens — accept-
ing the implications — instead. It might be surprising that a vast number and wide 
range of beings merit at least minimal moral consideration whether or not they pos-
sess, say, phenomenal consciousness or internal representations. But philosophy has 
surprised us before. Following the best information and arguments where they lead 
requires remaining open to this possibility.
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